
C H A P T E R S E V E N

Exchange: Contracts, Norms, and Power

[W]here [there] is no trust, there can be no contract.
—Thomas Hobbes, De Cive (1651)

“The game seems to be going on rather better now,” she said. “Tis so,”
said the Duchess: “and the moral of it is—’Oh, ’tis love, ’tis love, that
makes the world go round.’” “Somebody said,” whispered Alice, “that
it’s done by everyone minding their own business.”

—Lewis Carroll, Alice’s Adventures in Wonderland (1865)

In an economic theory which assumes that transaction costs are
non-existent, markets have no function to perform and it seems
perfectly reasonable to develop the theory of exchange by an elaborate
analysis of individuals exchanging nuts for apples in the edge of the
forest or some similar fanciful example . . .

—Ronald Coase, The Firm, The Market, and the Law (1988)

Ibn Battuta, the fourteenth-century Arab geographer, reported that
along the Volga River long distance trade took the following form:

Each traveler . . . leaves the goods he has brought . . . and they retire to their
camping ground. Next day they go back to . . . their goods and find opposite
them skins of sable, miniver, and ermine. If the merchant is satisfied with the
exchange he takes them, but if not he leaves them. The inhabitants then add
more skins, but sometimes they take away their goods and leave the mer-
chant’s. This is their method of commerce. Those who go there do not know
whom they are trading with or whether they be jinn or men, for they never
see anyone. (Battuta 1929:151)

Herodotus (1998) describes similar exchanges between the Carthagin-
ians and the people of Libya in the fifth century B.C. After having left
their goods, Herodotus reports, the Carthaginians withdraw and the
Libyans “put some gold on the ground for the goods, and then pull
back away from the goods. At that point the Carthaginians . . . have a
look, and if they think there is enough gold to pay for the cargo they
take it and leave.” Herodotus describes how the process continues until

The first epigraph is from Hobbes (1949:101), the second from Caroll (1982:104), the
third from Coase (1988:7–8).



an acceptable price is hit upon, remarking with surprise that “neither
side cheats the other . . . [the Carthaginians] do not touch the gold until
it is equal in value to the cargo, and the natives do not touch the goods
until the Carthaginians have taken the gold” (pp. 300–301). Alvise da
Ca da Mosto, a fifteen century Venetian working for the Portugese
crown, reported a similar practice in Mali, regarding it as “an ancient
custom which seems strange and hard to believe” (Giri 1983:23).

But is the so called silent trade really so odd?1 Transfers of goods
among strangers can be dangerous, ranging from gifts at one extreme,
through mutually advantageous exchanges, to what might be called
plunder at the other. The potential gains from trade are often greater
the more distant geographically or socially are the parties to the ex-
change: the salt brought by the Tuaregs from the Atlas Mountains across
the Sahara to the Kingdom of Ghana was not available locally, and the
gold and tropical nuts the Tuaregs gained in silent trade with the
Ghanaians was not available in North Africa. The silent trade provided
a bargaining environment (apparently an alternating offers game with
exit options, from Ibn Battuta’s description) capable of exploiting gains
from trade in cases in which both the potential gains and the danger
were substantial. The fact that the parties to a silent trade did not meet
helped reduce the chances of outbreaks of violence among the often
heavily armed traders. But it does not explain what surprised Herodo-
tus, namely, why the Carthaginians did not take the gold and run.

The silent trade is one of the great many ways that people have de-
vised to underwrite the exchange process. Among these is the late medi-
eval European “community responsibility system” whereby traders of
one community disciplined their own members who cheated outsiders,
thereby enhancing their reputation and trading opportunities (Greif
2001). Also included are the ancient protected “ports of trade” that
provided security for traders in the no-man’s-land between hostile em-
pires and states. But most of the devices facilitating exchange are any-
thing but exotic. Lisa Bernstein writes about the contemporary diamond
industry.

[D]isputes are resolved not through the courts and not by the application of
legal rules announced and enforced by the state . . . [but rather by] an elabo-
rate, internal set of rules complete with distinctive institutions and sanctions.
(Bernstein 1992:115)

1 Some of the purported evidence concerning the silent trade is unreliable, but it is
certain that the practice was quite widespread in Africa and southeastern Asia, and exam-
ples are found in Europe and other parts of Asia. Informative skeptical accounts are Price
(1980) and de Moraes Farias (1979).



A strong preference for exchanging within one’s group—whether it be
linguistic, racial, or neighborhood—while shunning outsiders as well as
dealing only with people of known reputations are common trading
practices. The benefits of these in-group trading practices in facilitating
exchange must outweigh the costs of foregone gains from trade with
excluded exchange partners and foregone economies of scale. Examples
include communities with heightened insider/outsider distinctions, such
as the Pennsylvania Amish and many ethnic business networks. Similar
practices, including ostracism of those violating norms, are common
among stock option traders on the floor of a major U.S. securities ex-
change, where small “crowds” of traders congregate at unique locations
to trade a particular underlying stock (or small set of stocks) in a man-
ner more reminiscent of an outdoor farmers’ market than the anony-
mous interactions of textbook markets (Baker 1984).

Among these exchange-promoting devices are complete contracts en-
forceable by third parties (the courts) at zero cost to the exchanging
parties. But many, perhaps most, of our important exchanges we engage
in are not covered by complete contracts. Money is lent in return for an
unenforceable promise to repay. Owners of firms would like to con-
strain managers to maximize the present value of future returns to the
owners, but managerial contracts fall far short of this. Other employees
work under contracts that do not even bother to mention that the
worker should work hard and well. The contracts signed by residential
tenants may include clauses requiring that they maintain the value of
the property, but aside from gross neglect, the liability for not doing so
is unenforceable. Insurance contracts prescribe (but typically cannot en-
force) prudent behavior on the insured. Families devote a sizeable frac-
tion of their budgets to purchasing educational and health services, the
quality of which is rarely specified in a contract (and would be unen-
forceable if it were). Parents care for their children with the hope—but
no contractual insurance—of reciprocation in their later years. Within
the household, couples often implement a quite specialized division of
labor and extensive exchange without contractual provisions.

Not only about the marriage contract, but of the vast majority of
exchanges as well, it appears that Emile Durkheim was right when he
observed “Not everything in the contract is contractual . . . . the con-
tract is not sufficient in itself but is possible only thanks to a regulation
of the contact, which is social in origin” (Durkheim 1967 [1902]:189,
193). This insight is an essential component of the theory of social ex-
change later developed by Peter Blau (1964). The key idea is that one
party offers a payment, while the other incurs “diffuse future obliga-
tions, not precisely specified ones, and the nature of the return cannot



be bargained about but must be left to the discretion of the one who
makes it” (p. 93).

These are all cases of exchanges with incomplete contracts, that is,
exchanges in which some aspect of the transaction is not specified in a
contract that is enforceable at no cost to the exchanging parties. (The
loan contract, for example, gives a complete specification of the terms
of repayment, but these terms are not enforceable ex post, while the
labor contract does not specify all of the activities the employer would
like the employee to do.)

There are many reasons why contractual incompleteness is the rule
rather than the exception. First, third-party enforcement of contracts
requires information that is available to both parties and is recognized
in courts of law. Second, contracts are generally executed after a pas-
sage of time, and a complete contract must thus specify outcomes for
every possible future state. A complete specification of these future
states cannot generally be made, and in any case it is not ordinarily
cost-effective to specify what to do in each state, even if they can be
anticipated. Third, many of the services or goods involved in the ex-
change process are inherently difficult to measure or to describe pre-
cisely enough to be written into a contract. Fourth, for some transac-
tions there is no judicial apparatus capable of enforcing contracts; many
international transactions are of this type. A final, surprising reason,
which I will explore in the penultimate section of this chapter, is that
even where the nature of the goods or services to be exchanged would
permit a more complete contract, a less complete contract may be fa-
vored for motivational reasons.

As the final reason suggests, the degree of contractual incompleteness
is not exogenous and may respond to the levels of trust and reciprocity
exhibited by the relevant population of traders. For example, whether a
good’s quality is readily determined and contractually specified is in
many respects a choice, not a given. The black rooster on the wine label
assures the buyer that it really is made from grapes grown in the Chi-
anti region of Italy; the Chiquita sticker on each banana places the rep-
utation of the company’s quality control department on the line. Such
entities as Sugar Number 11, Corn Number 2 Yellow, or Light LA Sweet
(that’s oil) are not the gifts of pristine nature. They are created by a
process of standardization, one that deliberately sought to eliminate dif-
ficult to monitor differences in quality.

An example is the mid-nineteenth century transformation of mid-
Western U.S. grain (Cronon 1991). Once a heterogeneous amalgam
with countless differences in sizes, strains, and qualities differing from
sack to sack, grain was transformed into a small number of homoge-
neous commodities. Newly created grades of white winter, red winter,



and spring wheat came to be of such uniform quality that ownership of
grain no longer pertained to any sack or particular lot of grain but
simply to a specified amount. Grain had become an abstract commod-
ity, and readily enforceable contracts could be written simply for an
amount of the commodity rather than for any specific entity, like a kilo-
watt hour of electricity. Remarkably, the standardization of grain was
accomplished by an entirely private body, the Chicago Board of Trade,
memberships in which would themselves become marketable commodi-
ties before the nineteenth century ended.

But unlike Red Winter Wheat !2 and membership in the Chicago
Board of Trade, much of what is transacted in a modern economy is not
subject to complete contracting. Three important consequences of the
incomplete nature of most contracts will be explored in this chapter.
First, long-term trading relationships are common even when markets
are highly competitive. As a result, the numbers involved in an interac-
tion are typically much smaller than those trading in the relevant mar-
kets. Second, in part because exchanges are durable and personal rather
than ephemeral and anonymous, the motives relevant to the exchange
process go beyond self-interest to include trust and a concern for fair-
ness. And third, one or more parties to an exchange may be able to
advance their interests by exercising authority over others. The fact that
power can be exercised in competitive equilibrium, and that its exercise
may be profitable, may seem surprising, as all parties to an exchange
are free to terminate the transaction.

I will begin with a symmetrical bilateral transaction (like the silent
trade) and illustrate how norms facilitating exchange might proliferate
in a population. These models will show why a handshake is sometimes
indeed a handshake, and may explain the trusting behaviors that sur-
prised Herodotus and that underpin most modern transactions. Thus,
norms of trust or fairness may attenuate the allocative inefficiencies
arising from the incompleteness of contracts. But they seldom eliminate
the problem altogether. For this reason, in the third section, using a
standard principal agent model, I will consider how in asymmetric inter-
actions—buyer/seller or borrower/lender, for example—the exercise of
power may address the problem of incomplete contracts in the absence
of other-regarding preferences The key result is that when contracts are
incomplete, repeated interactions may allow the exercise of power (by
principals over agents) in ways that facilitate exchanges and reduce the
resulting allocative inefficiencies. The fourth section explores the ways
that other-regarding preferences and the contractual structure of ex-
changes interact, each affecting the evolution of the other. The conclu-
sion is that markets function through the interacting effects of con-
tracts, norms, and the exercise of power.



A word of caution is in order. Models of the ways the parties to
a transaction cope with the incompleteness of contracts sometimes
presuppose that individuals are able and predisposed to access large
quantities of information and to process the information in quite com-
plicated ways. But the limited nature of information and information-
processing capacity is commonly the reason for the contractual incom-
pleteness that the transactors face. It is obviously inconsistent to base a
theory of contractual incompleteness on informational and cognitive
limits and then proceed to model the process of exchange under incom-
plete contracts as if individuals’ information and cognitive capacities
were virtually unlimited. For this reason, it is useful to check that indi-
viduals with empirically realistic cognitive and behavioral traits might
act in the ways posited in the models. I do this in the next section by
modeling market behavior governed by a very simple learning rule:
copy those who are doing well.

Market Norms

Consider a population composed of a large number of people who in-
teract in pairs to engage in an exchange in which they may either be-
have opportunistically (e.g., steal one another’s goods) or exchange
goods at a given price. Call these strategies “defect” and “cooperate”
with payoffs describing a prisoners’ dilemma, as indicated in table 7.1,
with the familiar payoffs a ! b ! c ! d, and a " d " 2b. This is a
game of incomplete property rights, as each may take actions inflicting
costs on the other without liability. As was seen in chapter 1, complete
property rights would specify that a party stealing the goods of a coop-
erating exchange partner should pay the damages, b # d, in which case
the payoff structure would no longer describe a prisoners’ dilemma.

Given the incomplete property rights, however, we know that DD is
the dominant strategy equilibrium of this game. The problem, then, is
to understand why we so often observe mutual cooperation in ex-
changes that appear to have this structure. Moreover, in contrast to the
predictions of this game (universal defection), populations are typically
heterogeneous, some playing C, and others playing D at a given time.
The explanation must be that the prisoners’ dilemma payoff matrix
seems to describe the relevant information but does not. We will see
that introducing the idea of market norms, and adding a few important
details about the institutions governing how people interact, will indeed
explain why cooperation is not all that rare in situations like this.

Recall that social norms are ethical prescriptions governing actions



Table 7.1
The One-Shot Exchange Game Payoffs

C D

C b, b d, a
D a, d c, c

toward others. It is easy to see that a norm—say, of honesty or hard
work—could provide the basis for mutually beneficial transactions even
where complete contracting is impossible. If the employee’s work ethic
precludes his or her shirking on the job, the fact that the employee’s
effort level cannot be specified in a contract would not deter the em-
ployer from engaging the worker. If the seller is compelled by a norm of
honesty to tell the buyer exactly the quality of the product being trans-
acted, the fact that quality cannot be determined contractually will not
impede the trade.

What is not so easy to see is why these norms might be common,
given that violating the norm may offer opportunities for individual
gain. If individual behaviors are consciously or unintentionally adopted
in response to the expected payoffs associated with the behaviors, the
existence of these and other ethical norms that underpin market trans-
actions is something of a puzzle.

The early twentieth-century journalist H. L. Mencken provided an
explanation, one anticipating the thinking of many contemporary game
theorists and biologists: a “conscience is the inner voice which warns
that somebody may be looking” (Mencken 1949:617). Mencken’s jaded
assessment is only half right, however, because people often incur costs
to uphold a norm even when no one is looking. In these cases, the norm
has been internalized; adhering to it is an objective of the individual, the
pursuit of which may justify incurring lower material payoffs. The puz-
zle is to understand why people come to have these norms. A plausible
answer (explored in chapters 11 and 13) is that systems of socialization
favor the internalization of the social norms that are prevalent in a
group, and that groups that internalize those norms that facilitate mutu-
ally beneficial exchanges are likely to propagate their norms in a larger
population. This may occur through emulation, emigration, conquest,
or survival in the face of ecological and other crises. In this case, those
who adopt the norms may be less materially successful than their fellow
group members who eschew the norms; the proliferation of the norms is
due to the success of the groups in which the norm-adherence is com-
mon. This process is called group selection.

But there is another way that norms such as honesty and hard work



may proliferate: those adhering to these norms may on average reap
higher material payoffs than their fellow group members who eschew
the norms. If the process of cultural transmission favors those with
higher payoffs (as in the models introduced in chapter 2), these norms
will be copied and proliferate. In this case, the proximate reason for the
honest or hard-working behaviors is the value the individual places on
the norm itself, not the anticipation of gain. The higher payoff explains
why the individual came to embrace the norm.

It may seem odd to suggest that superior material payoffs explain the
success of ethical prescriptions that lead individuals to forego oppor-
tunities for material gain. But the theory (and empirical study) of cogni-
tive dissonance provides some reasons to expect the norms of the suc-
cessful will be copied. Dissonance arises when one’s values preclude
actions that would otherwise be rewarding. One of the ways of coping
with dissonance is to modify one’s behavioral rules to be consistent with
the perceived imperatives of achieving other ends. Because material suc-
cess is widely sought, dissonance reduction will favor copying the norms
of the successful. But there are other reasons, structural rather than
psychological, why the norms of the successful may be favored in the
replication process. Those who are successful may obtain positions—as
governmental leaders, media figures, and teachers, for example—in
which they have privileged access to the population as cultural models
and thus may be copied disproportionately for reasons associated with
their location in the social structure rather than because of their success
per se. Others deemed equally successful (for example, equally rich) but
less well-placed culturally would be less emulated. The process of cul-
tural transmission is strongly influenced by the structure of social inter-
actions, with the tendency to copy the successful being a likely conse-
quence of the way that many—but far from all—societies are organized.

Because the norms that we live by are general prescriptions and typ-
ically are acquired before adulthood, they exercise a persistent influence
on behaviors in a variety of settings. John Stuart Mill (1998 [1861]:71)
commented that people “go out upon the sea of life with their minds
made up on the common questions of right and wrong.” As a conse-
quence, living by norms acquired by a process of copying the materially
successful is not the same thing as maximizing material success. Our
norms often lead us to work hard and be honest even when someone is
not looking.

Suppose that an individual adhering to a norm will adopt a particular
strategy in the above game, and will continue doing so until an oppor-
tunity for updating occurs, at which point the individual will switch
norms if the expected payoff to some other norm is higher. Using the
replicator dynamic model developed in chapter 2, I will use three models



to show how cooperative behaviors—acting so as to avoid the mutual
defect option in the above game—might become common. These models
will show that market institutions allowing for repeated interactions,
nonrandom pairing of exchange partners, and reputations may support
norms that sustain high levels of cooperation and hence facilitate reap-
ing the gains from trade. These models describe different ways that the
structure of social interactions may induce individuals to take account
of the consequences of their actions: (1) due to repeated rounds of the
interaction with a given exchange partner, (2) through being paired with
like-minded people, and (3) through benefits enjoyed in future play of a
single-shot game with other partners.

Model 1: Repetition and Retaliation. One-shot interactions describe
some economic exchanges—buying and selling in spot markets, some
casual day labor markets, for example—but not others—such as the
long term employment or credit relationships described in chapters 8
and 9. Some interactions endure over generations, as in small commu-
nities where the children of sharecroppers and landlords renew the rela-
tionships of their parents and grandparents, or in very stable residential
neighborhoods. Often relationships are not only ongoing but overlap-
ping, with employers providing not only a job but also credit or insur-
ance. If the interaction is to be repeated with substantial probability,
cooperation may be supported by the threat of retaliation against defec-
tors—the threat being more effective the more likely the repetition. If
repetition is sufficiently likely and if the time elapsing between repeti-
tions is sufficiently brief (or the relevant rates of time preference suffi-
ciently low), the prisoners’ dilemma is transformed into an Assurance
Game with two equilibria: mutual defect (as before) and mutual cooperate.

Repetition changes the interaction in two ways. It allows more com-
plicated strategies, ones that take account of one’s partner’s prior ac-
tions, and it requires that payoffs be accounted for as expected gains
over the entire interaction. Players might now want to adopt the so-
called nice tit-for-tat strategy: cooperate on the first round and on all
subsequent rounds do what your partner did on the previous round. To
keep things simple let us confine the choice of strategies to just nice tit-
for-tat (T ) and unconditional defect (D).2

Suppose that individuals are randomly paired to play, and after each

2 The strategy set is immense once repetition is introduced. Assuming (as I do) that the
players have just a one-period memory eliminates a large number of strategies (e.g., defect
if the other defected on the two previous rounds but not otherwise). But nice tit-for-tat
and unconditional defect do not exhaust the available strategies even with just a single
period memory: unconditional cooperate and nasty tit-for-tat (defect on the first round
and then do what the other did in previous round thereafter) are both possible, for
example.



Table 7.2
Payoffs for the Iterated Exchange Game

Tit for Tat Defect

Tit for tat b!#
b!#

d " (1##)c!#
a " (1##)c!#

Defect a " (1##)c!#
d " (1##)c!#

c!#
c!#

round of play the above interaction is terminated with probability # and
that repetitions occur over a sufficiently brief period to justify ignoring
the players’ rates of time preference (an assumption of no consequence in
what follows). When two tit-for-tatters meet, for example, they will both
cooperate on the first round, and then continue to do so until the interac-
tion is terminated (i.e., for an expected total duration of 1!# rounds)
giving expected benefits of b!#.3 When a tit-for-tatter meets a defector,
the former will get d on the first round, and then both will defect until
the game terminates. The expected number of rounds after the first round
is the probability that there will be a second round (1 # #) times the
expected number of rounds at the beginning of any period, namely, 1!#.
The resulting expected payoffs are thus d " c(1 # #)!#. The payoff
matrix for the iterated game appears in table 7.2.

Let the fraction of the population adopting tit-for-tat be ! (the re-
mainder adopting unconditional defect), and $T(!) and $D(!) the ex-
pected payoff to a tit-for-tat player or a defect player, respectively, in a
population ! of whom are tit-for-tatters. Then we have
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which, when equated to determine the equilibrium population fraction
!*, yields

!*
( )

= "
" " + "

c d
c a d b c2 #

(7.2)

Eqs. 7.1 and 7.2 are shown in figure 7.1.
For payoffs and termination probability such that

3 The expected number of rounds is:
1 " (1 # #) " (1 # #)2 " . . . $ 1/%1 # (1 # #)& $ 1/#.
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Figure 7.1 The retaliation effect. ' is the fraction playing tit for tat; ' + ('*, 1] is
the basin of attraction of the cooperative equilibrium. Note that an increase in
the probability of termination (dashed lines) reduces the expected cost of future
retaliation for a defector and diminishes the basin of attraction of the coopera-
tive ' $ 1 equilibrium, by shifting the unstable equilibrium from '* to '"
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and for c # d ! 0 it will be the case that !*+(0,1) giving an interior
equilibrium. (If eq. (7.3) were an equality, !* would be unity. Condition
(7.3) also insures that the denominator of eq. (7.2) is positive.) The
second condition (c # d ! 0) must be true because the one-shot pay-
offs describe a prisoners’ dilemma. The condition (7.3) will be true
when the gains from mutual cooperation (b # c) relative to the gains
from a single period defection (a # c) are great relative to the termina-
tion probability.

But !* is unstable, small deviations from !* not resulting in a conver-
gence back to !*. This is because

d
d

( ( ) ( ))$ $D T! !
!
" < 0 (7.4)

violating the stability condition: an increase in ! reduces the expected
payoff to D relative to T. But as the payoffs were equal at !*, this



means that the expected payoff to D must therefore be inferior to T for
! ! !*, which by the dynamic process described in chapter 2 will lead
to an increase in ! rather than a return to !*. As a result there are three
equilibrium population frequencies, namely 0, !*, and 1, the first and
third being stable. The unstable equilibrium !* defines the boundary
between the basin of attraction of the two stable equilibria.

It is readily confirmed that condition (7.3) implies that the payoff to
nice tit-for-tat in a population with no defectors exceeds the payoff to
defect in that population or b!# ! a " (1 # #)c!#, making tit-for-tat a
best response to itself. Recall that tit-for-tat is an evolutionarily stable
strategy against unconditional defect if there exists some positive fre-
quency of D in this population, (, such that if the population share of
Defect is below (, the process of differential replication of traits will
lead to its elimination and thus invasion by a group of defectors com-
prising less than ( of the population will fail. Where (7.3) holds tit-for-
tat is an evolutionarily stable strategy, and the critical value of ( in the
above definition is 1 # !*.

Two results follow. First, the interaction will have an equilibrium of
universal cooperation if the probability of termination is sufficiently low
(universal defect also remains an equilibrium). This follows directly
from condition (7.3). Second, an increase in the probability of termina-
tion will increase !*, diminishing the size of the basin of attraction of
the cooperative equilibrium. This is because (from eq. (7.2)),
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!
"
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"
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"

b c
c d

2

2 (7.5)

which must be positive if the initial payoffs are a prisoners’ dilemma
and if !* ! 0.

Model 2: Segmentation. The mutual defect equilibrium in the simple
one-shot exchange game described at the outset was based on the as-
sumption that members of a population are randomly paired to inter-
act. But nonrandom pairing is a frequent characteristic of many interac-
tion structures. Examples include members of a population residing in
villages who engage in frequent exchanges with coresidents and occa-
sionally exchange goods at a single market serving the entire popula-
tion. The probability of being paired with a cooperator will then de-
pend on one’s own type as long as the frequency of cooperators differs
across villages. Ethnic groups may differ in the frequency of cooperators,
and members of all groups may interact more frequently with “insiders”
than with “outsiders.” Cooperators may seek to avoid defectors and use
a noisy signal of an individual’s type to select partners. Where pairing is
nonrandom, the likelihood of meeting one’s own type (one adopting the



same strategy) is typically greater than its share of the population—
called positive assortation. When this occurs, cooperation may be evo-
lutionarily stable even in one-shot interactions.

Assume that individuals in the larger population are either defectors
or cooperators in a single-period prisoners’ dilemma, and as before they
periodically update their type in response to the relative success of the
two strategies. The communities into which the traders are segmented
are more homogeneous with respect to type than is the larger popula-
tion, likes tending to cluster with likes. The clustering of likes with likes
attenuates the problem of opportunism when contracts are incomplete
because cooperating in a prisoners’ dilemma confers advantages on
those with whom one interacts, while defecting inflicts costs. Thus, be-
cause positive assortation pairs likes with likes, it raises the payoffs to
cooperators and lowers the payoffs to deflectors. The segmentation thus
has the effect of internalizing the noncontractible benefits of both coop-
eration and defection. The defector does not bear the cost of his own
defection, but some other defector does, and this reduces the likelihood
that cooperators will switch to defection when they update. A similar
argument holds for the benefits that cooperators confer: with segmenta-
tion, these benefits are internalized within the group of cooperators.
Segmentation thus supports a greater frequency of pro-social traits in a
population. Of course, it will be in the interest of defectors to seek to
disrupt systems that result in positive assortation, by avoiding detection,
by trading preferentially in communities with above average frequencies
of cooperators, and the like.

Suppose people live in villages that are homogeneous by type and a
fraction s of their interactions takes place in their village, the rest occur-
ring in the city where the types were mixed. Define the degree of seg-
mentation as follows: if the fraction of the population who are coopera-
tors is ), the probability that a cooperator will be paired with a fellow
cooperator is no longer ) but s " (1 # s)), where s is the degree of
segmentation of the population.4 Correspondingly, the probability of a
defector meeting a fellow defector is now s " (1 # s)(1 # )). If s $ 1
likes are paired with likes whatever the population composition, and if
s $ 0 pairing is random, homogeneous sub-groups are not necessary
for segmentation to occur; the “village” and “city” example is just par-
ticularly transparent case. We take the pairing rule implied by the de-
gree of segmentation as an exogenously given characteristic of the clus-
tering of types supported by residence patters, ethnic boundaries, or any
other structural characteristic giving rise to nonrandom matching.

4 The degree of segmentation is thus similar to the degree of relatedness in genetic
models.
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Figure 7.2 Increased segmentation increases the frequency of cooperators. The
payoffs shown allow a stable interior equilibrium. But in the absence of segmen-
tation (the solid lines), universal defection results. With segmentation, the frac-
tion cooperating is )*.

Let $C(), s) and $D(), s) be the expected payoffs to cooperators and
defectors, respectively, in a population, ) of whom are cooperators, the
members of which are paired nonrandomly according to the degree of
segmentation s. Then we have,

$C(), s) $ sb " (1 #s)%)b " (1 # ))d& (7.6)

$D(), s) $ sc " (1 # s)%)a " (1 # ))c& (7.7)

The equilibrium level of cooperation in this population is given by the
value of ) equating the two above expected payoffs, or

)* ( )
( )( )

= " + "
" " " +
s d b c d

s b d a c1
(7.8)

Depending on the payoff matrix, this equilibrium may be stable or
unstable; in the latter case, )* marks the boundary between the basin of
attraction of stable equilibria at ) $ 1 and ) $ 0. Figure 7.2 illustrates
the case where )* is a stable interior equilibrium. The condition for
stability in the replication dynamic requires that the denominator of the



Table 7.3
Payoffs for the Inspect Variant of the
Exchange Game

Inspect Defect

Inspect b # *, b # * c # *, c
Defect c, c # * c, c

above expression for )* be negative, requiring for ) ! 0, that the numer-
ator also be negative. The intuition behind this result is transparent from
the figure: the slope of the expected payoff function for Defect, namely,
(1 # s)(a # c) must exceed that of Cooperate, (1 # s)(b # d). Sta-
bility thus obtains when the reward from unilateral defection on a co-
operator (a # b) is larger than the penalty of cooperating against a
defector (c # d).

Four results follow. First, there exists some value of s " 1 such that
universal cooperation is an equilibrium. It is simply the value of s for
which )* $ 1 or (a # b)!(a # c), which is less than 1 because the
prisoners’ dilemma payoffs are such that b ! c. Second, there exists
some value of s " 1, such that for s greater than this value, some level
of cooperation may be sustained as an equilibrium. This is the value of
s for which )* $ 0 or (c # d)!(b # d), which is less than 1 because
c " b. Third, if )* is stable, an increase in segmentation will increase
the frequency of cooperation in the population. This is because d)*!ds
has the sign of (c # b)(b # d # a " c), which is positive for a stable
equilibrium. Fourth, if )* is unstable, an increase in segmentation will
enlarge the basin of attraction of the universal cooperation equilibrium
(the reasons are as above).

Model 3: Reputation. Some interactions are anonymous, but in most
cases we know something about who we are dealing with, and in many
cases this makes a difference. When this is the case, establishing a repu-
tation for being conditionally cooperative will often be an equilibrium
strategy. Suppose that one can determine whether a partner is a condi-
tional cooperator by paying an “inspection cost” * ! 0. A conditional
cooperator is one who inspects and responds to a cooperative partner
by cooperating and to a defector by defecting; call these Inspectors. The
only other type is unconditional Defect (table 7.3).

Let ) + [0,1] be the frequency of Inspectors in the population. As
long as there is a cost of inspection, there will be a universal defect
equilibrium in which ) $ 0. And if b # c ! *, there will be another
equilibrium ) $ 1, with only Inspectors present. If both strategies are
present in equilibrium, they must have the same expected payoffs or
$I()) $ $T()). These payoffs are:



Table 7.4
How within-group payoff-based updating may support cooperation

Model
Effect favoring

cooperation

Necessary
structure of
interaction Examples

Retaliation Withdrawal of
later coopera-
tion

Frequent or long
lasting interac-
tions (# low)

Taylor (1987),
Fudenberg and
Maskin (1986)

Reputation Cooperative repu-
tations are re-
warded

Low cost of infor-
mation about
others (* low)

Kreps (1990a),
Shapiro (1983),
Nowak and Sig-
mund (1998)

Segmentation Advantageous
pairing for co-
operators.

Nonrandom pair-
ing of agents (s
high)

Hamilton (1975),
Axelrod and
Hamilton
(1981), Grafen
(1979)

$I()) $ )(b # *) " (1 # ))(c # *) (7.9)
$D()) $ c

and equating these yields

) ** =
"b c

(7.10)

But at this equilibrium, d%$I()) # $D())&!d) ! 0, so )* is unstable,
and represents the boundary between the basin of attraction of the two
equilibria ) $ 1 and ) $ 0. Because d)*!d* ! 0, an increase in the
cost of determining one’s partner’s type will shrink the basin of attrac-
tion of the all Inspect equilibrium. Thus, a low cost of knowing the type
of those with whom one interacts may make possible a population equi-
librium in which it pays to establish a reputation for conditional
cooperation.

In the models above, cooperation is sustained between self-regarding
traders whose behaviors evolve according to a payoff-monotonic updat-
ing process. “It’s done,” as Alice said, “by everyone minding their own
business.” The models have shown how structures of interaction that
allow retaliation, segmentation, and reputation might favor the evolu-
tion of seemingly other-regarding behaviors by converting cooperation
from an individually costly behavior to one that confers benefits not
only on others but also on the actor as well (making cooperation a
mutualistic behavior in the terms of chapter 3). Table 7.4 summarizes
these models.



The norms that allow mutually advantageous market exchanges are
not the vestigial remnants of a pre-market social order, nor are they
mere expressions of some innate predisposition to cooperate or some
other unexplained deus ex machina. Market norms are sustained by the
structure of market and other social interactions in which the traders
routinely engage. Bronislaw Malinowski (1926:40), writing about ex-
change patterns among the Trobriand Islanders, concluded:

The real reason why all . . . economic obligations are normally kept, and kept
very scrupulously, is that failure to comply places a man in an intolerable
position. . . . The honourable citizen is bound to carry out his duties, though
his submission is not due to any instinct or intuitive impulse or mysterious
“group sentiment”, but to the detailed and elaborate working of a system, in
which every act has its own place and must be performed without fail. . . .
[E]very [one] is well aware of its existence and in each concrete case he can
foresee the consequences.

The same could be said of modern day securities markets, the diamond
business, or the internal workings of most modern firms.

Asymmetric Information and Principal Agent Relationships

The exchange process above was modeled as a symmetrical game, but it
is often the case that parties to an exchange know different things and
can do different things. What people know and what actions they can
take are often determined by their structural location in the exchange
process. An employee, for example, will certainly know how hard she
worked during the past hour, or if she worked at all, while her employer
may not know this. The employer, by contrast, may be able to further
his objectives by committing himself to a take-it-or-leave-it wage offer,
while the employee may not be able to benefit from making a take-it-or-
leave-it offer to provide some amount of labor services at a given wage.

These asymmetries arise because the employer has first-mover advan-
tage and the employee has private information (i.e., knows something
of potential benefit that the other does not). The first is a strategic
asymmetry: the employer’s action set includes potentially advantageous
actions not open to the employee—in this case, precommitment. The
second is an example of asymmetric information. Unsurprisingly, the
employer will use the strategic asymmetry to attempt to overcome the
problems of labor discipline arising from the information asymmetries.

When a party to an interaction has information not known to others,
we say that information is asymmetric (otherwise, information is sym-
metric). Information is uncertain if relevant information is revealed



(“nature moves”) after at least one party to the interaction has chosen
his action (otherwise information is certain). Incomplete information
occurs when some information relevant at the outset of the interaction
is not revealed to at least one party. It is sometimes suggested that asym-
metric information is the source of contractual incompleteness. But this
is not quite right. What counts for the feasibility of a complete and
third-party-enforceable contract is not only whether the relevant infor-
mation is known, but also whether information is verifiable, that is ad-
missible in a court of law or some other body that is capable of enforc-
ing its terms.

The problem of enforceability of contracts depends on institutions in
other ways as well. The ability of a lender to enforce a debt contract
against a borrower may be greatly influenced by whether the society
in question imprisons those unable to pay their debts. The Monte dei
Paschi di Siena, probably the oldest bank in the world (founded in
1472), for a century or so possessed the right to execute deadbeat bor-
rowers, and no doubt benefitted from this addition to its strategy set
(unless, of course, the deadbeats had studied game theory and under-
stood that carrying out the threat might not be the most effective way
for the bank to collect).

Transactions between lenders and borrowers, or employers and em-
ployees, are members of a large class of exchanges that can be modeled
as principal agent relationships. These are called agency problems; they
arise when either the actions or attributes of the agent (or an agent’s
project) are relevant to the net benefits enjoyed by the principal but are
not known to the principal or are not verifiable. (The lender and the
employer are the principal; the borrower and the employee, the agent.)
The problem of hidden attributes is sometimes called adverse selection
(e.g., those who know they are ill will purchase more health insurance
than those who know they are well). The hidden actions problem is
called moral hazard, the term originating in the insurance industry and
expressing the concern that the insured might undertake more risks
than they would in the absence of insurance.

The canonical form of a moral hazard problem is the following: when
one party, the principal (P) benefits from an action (a) which is taken by
another party (A), the agent, which is costly for A to perform and not
subject to costlessly enforceable contracting, we call P the principal and
A the agent. A key implication of this definition is that P is the residual
claimant on some noncontractible consequence of A’s actions, meaning
that what A does affects P’s well-being after all of P’s contractual obli-
gations have been fulfilled. The outcome influenced by the agents’ ac-
tion, q, is observable:



q $ )(a) " (, (7.11)

where ( is an unobserved stochastic influence on q with mean zero. But
a is not observable by P or is observable at a sufficiently high cost to
make contracting for a infeasible. Were it not for the fact that ( is
unobservable, the principal could infer a by observing q and knowing
the function )() and (. P’s objective function is $(q(a), . . .); A’s is
u(a, . . .), with $qq% and ua of opposite sign (so that there is a conflict of
interest between P and A over the level of a.). Two characteristics of an
interaction are necessary and sufficient for a principal agent problem to
arise: there must exist a conflict of interest over some aspect of the
exchange that is not subject to costlessly enforceable contracting.

A second common form of principal agent problem arises when the
agent Ai is one of a team of n agents engaged by the (single) P, as in the
work team case studied in chapter 4. In the above case, (given by eq.
7.11), the stochastic influence on q makes it impossible for P to deter-
mine A’s action; in the second case, the team nature of the agents’ activ-
ity make it impossible to infer any given agent’s action, even if output is
known and is a deterministic function of the agents’ actions.

When the claims arising from an exchange cannot be enforced by a
third party (the courts), one or both parties to the exchange will adopt
strategies to secure advantage in the transaction. Bowles and Gintis (1993)
call this endogenous enforcement because the parties to the exchange
themselves engage in contractual enforcement activities rather than leaving
this task to outsiders to the exchange who are specialized in enforcement
activities (again, the courts). Endogenous enforcement may be pursued by
transferring some control over the noncontractible actions from the agent
to the principal (as when a banker becomes a member of the board of
directors of a firm to which the bank lends), or by requiring up-front fees,
bonds, or collateral, or by giving the agent a share of the resulting reve-
nues of the project, all of which reduce the degree of conflict of interest
between principal and agent. Another common endogenous enforcement
strategy is for P to offer A a transaction more valuable than A’s next best
alternative and then to monitor A’s actions, promising to renew the con-
tract with A conditional on the level of a revealed by the monitoring, and
to terminate the relationship otherwise. This is termed a contingent re-
newal enforcement strategy; it is effective because A receives an enforce-
ment rent equal to the difference between A’s valuation of this transaction
and his or her next best alternative. A is willing to take account of P’s
objectives concerning the level of a, knowing that failure to do so will
result (with some probability) in the loss of the rent (that is, renewal of the
contract is contingent on the agent’s performance).



Table 7.5
Examples of principal agent relattionships

Good or service
Noncontractible

aspect
Endogenous
enforcement Principal/agent

Labor services Labor effort,
care

Contingent re-
newal

Employer/em-
ployee

Managerial ser-
vices

Effort, maximiz-
ing owners’
profits

Profit sharing,
contingent re-
newal 

Owner/manager

Debt Level of risk
taken

Collateral,
shared control

Lender/borrower

Sovereign debt Probability of de-
fault

Trade sanctions,
other interven-
tions

Lending govern-
ment/borrow-
ing govern-
ment

Goods Product quality Contingent re-
newal by
buyer

Buyer/seller

Public policy Choice and im-
plementation

Contingent re-
newal, referen-
dum

Citizen/govern-
ment official

Residential ten-
ancy

Care of resi-
dence, local
amenities

Security deposit,
contingent re-
newal

Landlord/tenant

Agricultural ten-
ancy

Labor effort and
quality, care of
land

Shared residual
claimancy

Landlord/share-
cropper

Equipment rental Care of the
equipment

Deposit, owner-
ship share in
equipment

Owner/renter

Table 7.5 lists some of the major principal agent relationships. Note
that these include some of the most important markets in a modern
capitalist economy: labor, credit, and management. Contingent renewal
models also apply to nonmarket relationships as the public policy ex-
ample in the figure indicates. Other applications not pursued here are to
“patron client relationships” (Fafchamps 1992, Platteau 1995) and rela-
tionships between men and women in couples. The client and the
woman provide difficult-to-monitor services (e.g., loyalty in political
conflicts and quality of care of children, respectively) in return for well-
defined quantities (patronage jobs, a share of the wage).

Some of the principal agent problems in table 7.5 arise because one of



the parties is not sufficiently wealthy. For example, were the sharecrop-
per wealthy enough, she would surely purchase the land she works
rather than working under a share contract. In other cases, the wealth
of the parties to the exchange has a major influence on the nature of the
underlying incentive problem. A loan applicant who has invested sub-
stantial amounts of her own wealth in the project will be believed by
the lender when she affirms her belief that if funded the project will
succeed. Because most people have a quite limited level of wealth, the
property rights they hold—whether they own land or rent it, for exam-
ple—and therefore whether they are the residual claimant on the conse-
quences of their noncontractible actions, will depend on how the credit
market works. Credit markets are thus both a main example of princi-
pal agent relationships and a key to understanding the institutions gov-
erning other problems of incomplete contracting. We return to the credit
market in chapter 9.

While the details will differ from one principal agent problem to an-
other, sometimes in essential ways, the underlying structure of the prob-
lem is illuminated by a simple model of a problem arising because the
quality of a good is not subject to contract. I give a cursory overview of
the model here to preview the important implications of contractual
incompleteness; similar models will be developed more fully in chapters
8 and 9. Do problem 17 if you are curious about how the model works.

Consider the supplier of a good of variable quality. The supplier’s per
period utility depends solely on the price paid by the demander of the
good (only one of which, at most, will be supplied), and the quality of
the good supplied (q + [0, 1]). Thus we can express the supplier’s utility
as u $ u(p, q). Providing quality requires effort and hence is onerous so
u is increasing and concave in its first argument and decreasing and
convex in its second. The demander of the good buys such goods from
n identical suppliers, transforms them somehow (perhaps by putting la-
bels on them), and then sells them to consumers. The quality of the
good is not subject to a costlessly enforceable contract. Perhaps the
good, like a bottle of wine or a complicated piece of custom software,
must be used before its quality can be determined. For simplicity I as-
sume that its quality is known to the buyer following its purchase, but
this information is not verifiable and so quality cannot be specified in
the contract. The identical suppliers all provide the same quality q, so
let revenue resulting from the sale of the product to the consumers be
just r(qn), which is increasing and concave in its argument. Faced with
contractual incompleteness, the buyer offers the supplier a contingent
renewal contract as follows: the buyer announces a price p with a
promise to continue the transaction in subsequent periods unless the



buyer finds the quality of the goods provided to be inadequate, in which
case the transaction will be terminated, the latter occurring with proba-
bility t(q) where t% " 0 (providing more quality diminishes the likeli-
hood of termination).

The buyer will first determine the supplier’s best-response functions
(they are identical) expressing quality supplied as a function of price
offered. The supplier will vary q to maximize present value of expected
utility v, where v depends on the termination function t(q), the sup-
plier’s fallback position (also a present value) should the transaction be
terminated z, and the price offered by the supplier p or v $ v(q; p, z).
Setting vq $ 0 gives the supplier’s best-response function q(p). (This
function is derived in chapter 8 for a similar problem; see equations 8.2
to 8.5.) The resulting best response function can be written

uq $ t%(v # z) (7.12)

requiring that the supplier equates the marginal cost of providing qual-
ity (the left-hand side of eq. (7.12)) to the marginal benefit of providing
quality (the right-hand side). In other words, choose q so that the mar-
ginal disutility of providing greater quality is equal to the reduction in
the likelihood of termination occasioned by providing greater quality
(t%) multiplied by the net advantage of the transaction over the fallback
position (v # z).

The buyer will therefore know that (over the economically relevant
values of the variables) q%(p) ! 0. The reason is that the higher the
price offered, the more valuable is the transaction to the supplier and
the greater quality he will supply to avoid termination of the transac-
tion. The best-response function q(p), show in figure 7.3, is also termed
the incentive compatibility constraint facing the buyer. Note that if the
buyer offered a price such that the supplier’s participation constraint
were satisfied as an equality, or v(q(p); p, z) $ z, the right hand side of
eq. (7.12) would be zero, and hence the supplier would incur no posi-
tive marginal disutility to supply quality because there would be no cost
of termination. As a result the supplier would simply set q $ 0. I as-
sume this is not profit maximizing for the buyer.

The buyer’s profit is revenue minus the cost of acquiring the goods; so
he varies p, and n, the number of suppliers to contract with, to maxi-
mize $ $ r(nq(p)) # pn. Setting the partial derivatives $n and $p equal
to zero gives the buyer’s first order conditions:

qr p

q
p

q

- =

= -
(7.13)
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Figure 7.3 Equilibrium price and quality. The buyer maximizes profits by select-
ing a price such that q% $

q
p

.

These conditions direct the buyer to set n (the number of units bought)
so that the marginal revenue equals the price and to set the price so that
the marginal effect of the price on quality (q%) is equal to the average
quality per dollar of expenditure (q!p). The resulting profit maximum is
illustrated in figure 7.3, from which it is clear that q% is the slope of the
best response function (the marginal effect of price on quality) and q!p
is the average quality/price ratio given by the ray from the origin.

Because v (q*; p*, z) ! z, suppliers identical to the one modeled here
but not engaged in any transaction (and receiving the fallback z) would
prefer to be transacting with the buyer. They might seek to disrupt the
above transaction by offering a lower price and promising higher qual-
ity. But recalling that all agents are identical, the supplier would recog-
nize the promise to behave in a way different from the best-response
function as false and reject the offer. In the competitive equilibrium, the
supplier thus receives a rent above his or her next best alternative.

Seven characteristics about the equilibrium just described are remark-
able. They are not specific to this example but occur quite generally in



contingent renewal models of principal agent relationships. All will be
further developed in subsequent chapters.

A Pareto-Inefficient Equilibrium. Because the buyer’s optimizing
problem took the supplier’s best-response function (incentive compati-
bility constraint) as a constraint, rather than the supplier’s participation
constraint (namely, v ! z) and because the two differ, the competitive
equilibrium q*, p*, cannot be a Pareto optimum. This is because at the
equilibrium vq $ 0 $ $p. The supplier and the buyer have set these
derivatives equal to zero in solving their respective maximum problems.
As a result, in equilibrium, they are indifferent to sufficiently small vari-
ation in quality and price, respectively. But in equilibrium it is also true
that $q ! 0 and vp ! 0, that is, the buyer benefits from higher quality
and the seller benefits from a higher price. This being the case, there
exists some increase in both p and q which would make both seller and
buyer better off. A related case is addressed in the next chapter.

Equilibrium Rents. The supplier receives a rent above his or her next
best alternative (v ! z). This occurs despite the fact that agents without
a transaction are free to attempt to underbid those who are transacting.
The difference v # z is called a “rent” because it is the amount by
which the supplier’s value of the job exceeds his next best alternative.
This enforcement rent coupled with the threat of termination induces
the supplier to offer a higher level of quality.

Equilibrium without Market Clearing. The existence of the supplier’s
enforcement rent implies that markets do not clear in equilibrium, for a
necessary condition of the latter is that all traders be indifferent be-
tween their current transaction and their next best alternative. The
buyers are on the short side of the market (the side on which the desired
number of transactions is least), while the suppliers are on the long side
of the market. In equilibrium, some of the suppliers would prefer to
transact at the equilibrium price but fail to make a transaction (they are
quantity constrained).

Durable Dyadic Transactions. The buyer and seller will interact over
many periods, even though there are many identical buyers and sellers;
competitive equilibrium will be characterized by a series of durable bi-
lateral trading islands rather than a sea of anonymous traders engaged
in one-shot interactions in spot markets.

Price Making. The buyer is a price maker, not a price taker, as in the
standard competitive model with complete contracts. The reason why
the buyer does not treat the price as parametric is the contractual in-
completeness concerning the quality of the good. Price making does not
derive from any noncompetitive aspect of the assumed market structure.

Endogenous Claim Enforcement through the Exercise of Power. The
buyer maximizes profits by threatening to sanction the supplier by ter-



minating the transaction and withdrawing the enforcement rent. Be-
cause of this threatened sanction, the supplier acts in the buyer’s inter-
ests in ways that would not have occurred in the absence of the threat.
Thus, the buyer benefits from the ability to exercise power over the
supplier. When one or more parties to an exchange uses actual or
threatened sanctions to press claims we have a case of endogenous
enforcement.

Endogenous Preferences. The buyer has an interest in the psychologi-
cal makeup of the supplier, namely, the disutility of effort, the subjective
valuation of the transaction and the fallback, and the like. Moreover,
the buyer has a means for bringing about changes in the supplier’s pref-
erences. The reason is that the buyer has offered and secured an ongo-
ing relationship with the supplier on terms which give the buyer
authority. Thus, the buyer also has an opportunity to affect the psycho-
logical evolution of the supplier by structuring their interactions in ways
to reduce the supplier’s disutility of effort, if these can be found. What
differentiates this from the complete contracting case is not that the
buyer cares about the supplier’s preferences. Rather, it is that the buyer
interacts over an extended period with the same supplier and thus both
cares about and has the opportunity to affect this particular supplier’s
preferences. By contrast, the spot market associated with complete con-
tracting would present the buyer with a public goods problem. All
buyers would have an interest in affecting the preferences of all sup-
pliers, reducing the disutility of effort, as this will reduce the supply
price of quality. But absent some form of collective action (compulsory
socialization for a work ethic for all suppliers, for example), each would
not invest in transforming suppliers’ preferences because the returns to
the investment would be shared by all buyers and could not be appro-
priated by the investor.

Contracts and Behavior in Markets

Thus, where contracts are complete, there is little economic reason to be
concerned about one’s exchange partner’s psychological makeup or
moral commitments. Moreover, there is no way that these personal
traits could be affected, if one were concerned. By contrast, the above
principal agent model, the earlier models of retaliation, segmentation,
and reputation, and the team production with social preferences model
in chapter 4, all suggest a different view—that where contracts are in-
complete, the trading networks, firms, and other institutions that have
evolved to cope with the resulting incentive problems will favor interac-



tions that are personal, strategic, durable and in which both norms and
the exercise of power play important roles.

The result is a correspondence between the degree of contractual in-
completeness and market structure. This is illustrated by the contrasting
structures of the rice and raw rubber trade in Thailand. Ammar Siam-
walla (1978) noted the impersonal structure of the wholesale rice mar-
ket—in which the quality of the product is readily assayed by the buyer.
He contrasts this with the personalized exchange based on trust in the
raw rubber market—in which quality is impossible to determine at the
point of purchase. Similarly, in Palanpur, India, wheat and rice as well
as seeds and fertilizer are standardized, easily measured commodities,
and thus are subject to relatively complete contracting. They are bought
and sold in region-wide markets in which transactions are governed by
little more than the going price and the budget constraints of the partic-
ipants. By contrast, exchanges concerning labor, credit, the use of land,
and the services of farm assets such as bullocks take place almost en-
tirely within the village, and often within the same caste. Palanpur
sharecroppers express strong preferences for contracting with “honest”
or “straightforward” landlords who reciprocate this attitude; share-
cropping contracts were disproportionately within castes. Moneylenders
in the village rarely extend loans to those or not known to them or not
living in Palanpur.5 Leaving behind the fanciful world of “individuals
exchanging nuts for apples in the edge of the forest,” about which
Coase complained, the exchange process is no longer anonymous and
ephemeral.

An interesting implication is that traders in markets with incomplete
contracts will exhibit different behaviors than those in complete con-
tracting markets. The reason is that the types of contracts in use influ-
ence the structure of economic interactions, and these, in turn, affect the
equilibrium distribution of behaviors. This is one of the lessons of the
models surveyed in table 7.4. Recall that the conditions for retaliation,
segmentation, and reputation to support high equilibrium levels of co-
operation are repeated interactions, pairing conditioned on type, and
low-cost information about the types of others. These are likely to be
found in frequently repeated, multifaceted, face-to-face situations like
stable residential neighborhoods, firms with limited labor turnover, and
similar groupings sometimes referred to as communities (Bowles and
Gintis 2002b, Ostrom 1990) or clans (Ouchi 1980). This reasoning may
help resolve a puzzle thrown up by recent experimental research.

In experimental markets for goods covered by complete contracting,
subjects quickly attain the competitive equilibrium prices and market

5 See Lanjouw and Stern (1998), especially 84–85 and 486–8.



clearing predicted by the model of self-regarding outcome-based prefer-
ences. Smith and Williams (1992:121) observed that “experimental
market research has provided an empirical foundation for tenets of eco-
nomic theory that were already well established . . . under most condi-
tions markets are extremely efficient in facilitating the movement of
goods.” Vernon Smith, whose pioneering work launched the field in the
1970s, concluded that experimental economics had provided strong
support for the conventional Walrasian model. Social scientists familiar
with experimental research by psychologists found this claim surprising,
however, for as we have seen in chapter 3, considerable evidence was
accumulating that cast doubt on the behavioral assumptions of the stan-
dard model. If the psychologists were right about the empirical short-
comings of the conventional assumptions about individual behavior,
why did the experimental markets studied by Smith and his colleagues
at the University of Arizona confirm the economists’ expectations about
the aggregate outcomes of market interactions?

The puzzle deepened in the 1990s with new market experiments by
Smith and others in which the standard equilibrium predictions failed to
obtain. In a series of experiments simulating markets with goods of
variable quality and labor markets, Ernst Fehr and his coauthors at the
University of Zurich found that experimental subjects often received
rents above their next best alternative, and these rents were not com-
peted away even in highly competitive environments. Those offering
rents to their trading partners generally did better than those not offer-
ing rents.

What accounts for the success of the Walrasian paradigm in predict-
ing the outcomes of the early experiments in Arizona and its failure to
predict the results obtained in Zurich? It was quickly determined that
the answer was not that the Swiss differ from the Americans; nor could
the result be due to differences in the degree of competition in the ex-
perimental markets. (Fehr and his group often induced intense competi-
tion among one or the other side of the market by letting the buyers
outnumber the sellers, or vice versa.) When the Zurich subjects engaged
in complete contracting market experiments, they replicated the Ari-
zona results. Instead, the difference in the behaviors of the Arizona and
Zurich subjects is explained by the fact that Smith’s initial experiments
assumed complete contracts while Fehr’s were based on contractual
incompleteness.

Fehr and his coauthors (surveyed in Fehr and Gaechter 2000b) found
that contractual incompleteness induces reciprocal behaviors among
subjects and that this has durable effects on competitive equilibrium. An
example of the importance of contractual incompleteness is an experi-
mental labor market in which effort is selected by the “worker” after a



wage offer is made by the “firm.” The equilibrium predicted by a model
of self-regarding preferences in a one-time interaction (namely, offer the
lowest wage, provide the lowest effort level) does not occur. Rather,
“firms” offer wages higher than necessary and “workers” reciprocate
by working harder than the minimum. This does not occur when the
experiment is altered so that effort is not subject to the “worker’s”
choice (effectively completing the contract by eliminating its noncon-
tractual element). Relatedly, Peter Kollock (1992:341) investigated “the
structural origins of trust in a system of exchange, rather than treating
trust as an individual personality variable” with similar results. Using
an experimental design based on the exchange of goods of variable
quality, Kollock found that trust in and commitment to trading partners
as well as a concern for one’s own and others’ reputations emerges
when product quality is variable and noncontractible but not when
quality is contractible.

Brown, Falk, and Fehr (2002) designed a market experiment to ex-
plore the effects of contractual incompleteness on the pattern of trading.
As in the above model, the good exchanged varied in quality, with
higher quality more costly to provide. In the complete contracting con-
dition the level of quality promised by the supplier was enforced by the
experimenter, while in the incomplete contracting condition the supplier
could provide any level of quality (irrespective of any promise or agree-
ment with the buyer). Buyers and sellers knew the identification num-
bers of those with whom they were interacting, so they could use infor-
mation they had acquired in previous rounds as a guide to whom they
would like to interact with, the prices and quality to offer, and the like.
Buyers had the opportunity to make a private offer (rather than broad-
casting a public offer) to the same seller in the next period, thus at-
tempting to initiate an ongoing dyadic relationship with the seller.

Very different patterns of trading emerged under the complete and
incomplete contracting conditions. In the first, 90 percent of the trading
relationships lasted less than three periods (and most of them were sin-
gle shot). By contrast, only 40 percent of the relationships were this
brief under the incomplete contracting condition, and most traders
formed trusting relationships with their partners. Buyers in the incom-
plete contracting condition offered prices considerably in excess the
supplier’s cost of providing quality (just as in the principal agent model
of the previous section). When buyers were disappointed by the quality
supplied, they terminated the relationship, thereby withdrawing the im-
plied rent from the supplier. Other differences are summarized in table
7.6 The differences were particularly pronounced in later rounds of the
game, suggesting that the traders learned from their experiences, and
updated their behaviors accordingly.



Table 7.6
Contractual incompleteness and market social structure: experimental evidence

Structure of interactions Complete contracts Incomplete contracts

Duration One shot Contingent renewal
Offers Public Private
Price determination Haggling, offers rejected Price setting by short

sider
Traders’ relationship Anonymous Trust, retaliation for

cheating
Market networks Many weak links Bilateral trading islands

Source: Brown, Falk, and Fehr (2002)

These experimental results suggest that trust or reciprocity may de-
pend on the form of the contract, contractual incompleteness sometimes
supporting trusting and reciprocal behaviors. The converse is also true:
lower levels of trust and reciprocity would plausibly lead those design-
ing contracts and the relevant enforcement environments to be willing
to pay more for more complete contracts. Avner Greif (1994) analyzed
the divergent cultural and institutional trajectories of the Genovese and
North African Maghrebi traders in the late medieval period from this
perspective. The individualism of the Genovese traders precluded the
collectivist contractual enforcement techniques of the Maghrebi traders,
but it also provided an impetus for the development and perfection by
the Genovese of the ultimately more successful state and other third-
party enforcement of contractual of claims.

The underlying process jointly determines the distribution of con-
tracts and the distribution of behavioral norms in the population, a
dynamic sometimes termed the coevolution of institutions and prefer-
ences. To study this process, consider a population of buyer and sellers
who are paired randomly for a single interaction.6 They trade a good
whose quality (high (H) or low (L)) is determined by the seller and is
costly for the buyer to determine ex ante. The buyer may offer one of
two contracts. If the complete (C) contract is offered, the seller receives
a fixed compensation just sufficient to offset the costs of providing low
quality. These are C-type buyers. According to the incomplete (I) con-
tract, the buyer pays the cost of producing low quality, plus half of the
net profits resulting from the transaction. These are I-type buyers. Sell-
ers are also of two types. R-type sellers interpret the I-contract as a sign
of trust on the part of the buyer, and reciprocate by providing high
quality, incurring an additional cost of *H. When offered a C-contract,

6 Peter Skott suggested this model.



Table 7.7
Payoffs among reciprocal and self interested sellers exchanging a variable
quality good with buyers offering complete and incomplete contracts

Seller . Reciprocator Selfish(S)
Buyer / (R)

Incomplete contract (I) $H!2, $H!2 # * $L!2, $L!2
Complete contract (C) $L, #* $L, 0

however R-type sellers feel mistrusted, experiencing a subjective cost
*H, and they retaliate, provide low quality. S-type sellers are completely
self-regarding and provide low quality irrespective of the contract. The
buyer’s profits (net of compensating the seller sufficient to offset the cost
of low quality) are $H and $L for high and low quality respectively. To
reduce notational clutter, let *H $ *L $ *, and to make the problem
interesting, I further assume that $H ! 2$L and $H # $L ! 2*. The
payoffs (buyers first, sellers second) appear in table 7.7.

Writing the fraction of the sellers who are reciprocators as +, the
expected payoffs to buyers offering the I- and C-contracts are:
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Similarly, writing the fraction of the buyers offering incomplete con-
tracts as ,, the expected payoffs to the R- and S-sellers are
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The expected payoffs given by eq. (7.14) and (7.15) appear in figure
7.4, with +* and ,* giving the frequencies of I-type buyers and R-type
sellers that equate the expected payoffs.

What kinds of contracts and behaviors would we expect to observe in
this population? One’s intuition is that likely outcomes would include a
high frequency of both incomplete contracts and reciprocating sellers or
the opposite: a predominance of both complete contracts and self-inter-
ested sellers. These correct intuitions are readily formalized. The dy-
namical system we want to study concerns the state space defined by all
possible combinations of contractual and behavioral strategies or
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Figure 7.4 Payoffs to reciprocal and self interested behaviors (left panel) and
incomplete and complete contracts. , is the fraction of buyers offering incom-
plete contracts, + is the fraction of suppliers who are reciprocators.

, + [0,1] and + + [0,1]. We wish to explore the movement of both ,
and + over time. Suppose that both suppliers and buyers periodically
update their strategies by switching to strategies with higher payoffs
according to the familiar replicator dynamic equations

d
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The stationary values of , and + in this dynamic are d,/dt $ 0 for
, $ 0, , $ 1, and + $ +* $ $L!($H # $L), and d+/dt $ 0 for
+ $ 0, + $ 1, and , $ ,* $ 2*!($H # $L). The resulting dynamical
system is illustrated in figure 7.5, with the arrows indicating the out-of-
equilibrium adjustment given by eq. (7.16). The point (,*, +*) is sta-
tionary, but it is a saddle, as will be confirmed by reference to figure 7.4
and eq. (7.16): small movements away from ,* or +* are not self-
correcting. For randomly chosen initial states the population will move
to (,*, +*) with zero probability. The asymptotically stable states are
(, $ 0, + $ 0) and (, $ 1, + $ 1), confirming the above intuition.
Which occurs is determined by the initial state.

Notice that in the state with universal reciprocity and incomplete
contracting, the incomplete contracts are offered as a best response to
the presence of reciprocators in the population. Complete contracts are
technically feasible, but as long as the fraction of reciprocators exceeds
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Figure 7.5 The coevolution of contracts and behaviors. The arrows indicate the
directions of change implied by the assumed dynamic. States a, b, and c are
stationary; c is a saddle.

+*, complete contracts are less profitable. The degree of contractual
completeness is thus influenced by technology (the cost of monitoring a
complete contract, for example, often depends on the nature of the
good or service exchanged), but the extent of contractual completeness
will also be influenced by the distribution of behavioral norms.

Conclusion

There are thus both analytical and empirical reasons for believing that
the unconventional social preferences introduced in chapter 3 assume
special importance in nonmarket interactions and in market exchanges
governed by incomplete contracts. Kenneth Arrow (1971:22) wrote, “In
the absence of trust . . . opportunities for mutually beneficial coopera-



tion would have to be foregone . . . norms of social behavior, including
ethical and moral codes, (may be) . . . reactions of society to compen-
sate for market failures.” Of course, norms rarely provide perfect sub-
stitutes for complete contracts, so market failures arising from contrac-
tual incompleteness are common. The vastly different ways that people
have attempted to cope with the resulting incentive problems and bar-
gaining failures, and the ways that these attempts have interacted and
been shaped by chance events, account for some of the institutional
diversity that one discovers when real exchanges are investigated.

The models introduced here suggest four conclusions. First, where
contracts are incomplete, exchange is often facilitated when traders dis-
criminate in favor of “insiders” and engage in other parochial practices,
when long term commitment to a trading partner are common, where
exchange is personalized, and the like. In the Walrasian paradigm, these
exchange-supporting interaction structures are termed “market imper-
fections” and are opposed as impediments to “flexibility.” Second, just
as norms concerning exchange evolve under the influence of the existing
distribution of contracts and other aspects of the institutional environ-
ment, the institutions governing the exchange process evolve in response
to the distribution of norms in the population. A result of this coevolu-
tionary process is that an equilibrium must account jointly for the sta-
tionarity of both the institutional environment and the norms and other
aspects of the preferences of the relevant actors. The fact that there may
be many such equilibria, some of them unstable, has important implica-
tions for the problem of governance and policy making that I will dis-
cuss in the final chapter. Third, where exogenous (third party) enforce-
ment of contractual claims is absent, exchange is often facilitated by the
exercise of power by one of the parties to a transaction. This fact sug-
gests that exchange is, in many cases, a political process, thereby ques-
tioning the conventional view that politics is absent when people volun-
tarily exchange on competitive markets. Fourth, the exercise of power
in the exchange process, along with the effect of market structures on
the evolution of norms, suggests that politics and culture cannot be ex-
cluded from economic theory. The reason is not simply that the econ-
omy is embedded in a larger social system but also that understanding
the workings of the economy itself require attention to its cultural and
political aspects.

Whether the models presented here and in chapters 8 and 9 capture
the essential aspects of real world exchanges with incomplete contracts
remains a matter of debate. For this reason, I will provide empirical
evidence where it bears on the adequacy of the models to come. But the
importance of contractual incompleteness is not in question. Herbert
Simon (1951) pioneered the study of exchanges with incomplete con-



tracting. Forty years later, he imagined “a mythical visitor from Mars”
approaching earth in a spaceship

equipped with a telescope that reveals social structures. The firms reveal
themselves, say, as solid green areas. . . . Market transactions show as red
lines connecting the firms forming a network in the spaces between them. . . .
No matter whether our visitor approached the United States or the Soviet
Union, or urban China or the European Community, the greater part of the
space below it would be within the green areas, for almost all of the inhabit-
ants would be employees, hence inside the firm boundaries. Organizations
would be the dominant feature of the landscape. A message sent back home,
describing the scene would speak of “large green areas interconnected by red
lines.” It would not likely speak of “a network of red lines connecting green
spots.” (Simon 1991:27)

The most important organizations governing exchanges in modern
economies are firms, the directors of which combine other peoples’ la-
bor and other peoples’ money (neither subject to complete contracting)
to produce and market goods and services. Labor and credit markets
are typical of the many important exchanges that do not take the ca-
nonical form in which well-defined commodities are traded, like the
nuts and apples in Coase’s fanciful example. Instead, what is exchanged
are more complex bundles of obligations and claims concerning who
should do what under what conditions. Coase (1992:717) put it this
way: “[W]hat are traded on the market are not, as is often supposed by
economists, physical entities, but the rights to perform certain actions.”
In chapters 8 and 9 we study how firms, labor markets, and credit mar-
kets structure the rights to perform actions concerning other people’s
labor and other people’s money.


